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motivation

Why would anyone want a hash function
that throws information away?



Password hashing

𝐻
stored

side information

learns nothingmore

with a random oracle

random
oracle

𝑥1𝑥2𝑥3
the reduction sees every query

so it can go through all of them

Formally: auxiliary-input point obfuscation. ELFs give it [Zha16].
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Randomoracles and real hash functions

randomoracle

𝑥0 ↦ 𝐻(𝑥0)
𝑥1 ↦ 𝐻(𝑥1)
𝑥2 ↦ 𝐻(𝑥2)
𝑥3 ↦ 𝐻(𝑥3)
𝑥4 ↦ 𝐻(𝑥4)
𝑥5 ↦ 𝐻(𝑥5)
𝑥6 ↦ 𝐻(𝑥6)

the adversary sees a few rows

real hash function

a small circuit

≠
the adversary
runs𝐻 itself:

no queries towatch

correlation intractability · correlation robustness · correlated-input
security · UCE · extreme lossiness

[CGH98, IKNP03, GOR11, BHK13, Zha16]

Keep an eye on that last one.
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Ahashwith a small image

all inputs only 𝑟 outputs, 𝑟 polynomial
(a usual hash: exponentiallymany)

𝐻

Aproof often needs the hash of a secret it does not know.
With an oracle, it is a query. With 𝑟 outputs, try each.

Collisions everywhere: a strange thing towant, I admit.
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A small image is easy to detect

𝑟 possible outputs

𝑥1 𝑥2𝑥3 𝑥4 𝑥5

a repeat

Injective: distinct inputs never repeat.

Atmost 𝑟 outputs: a repeat after about√𝑟 random inputs.

Thebirthday paradox, on the attacker’s side as usual.
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Extremely lossy functions [Zha16]

injectivemode lossymode: atmost 𝑟 outputs

≈

With 𝑟 large enough, a fixed-size observer cannot tell the keys apart.

That’sme! An ELF.Whichmode am I in? You can’t tell.
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Choosing 𝑟 after the observer [Zha16]

observer of size 𝑡,
target advantage 1/𝛿 small 2𝜆

image size 𝑟

𝑄(𝑡, 𝛿)

yes: ∀𝒜 ∃𝑟 for each observer, some polynomial 𝑟 holds it below 1/𝛿
no: ∃𝑟 ∀𝒜 one polynomial 𝑟 that does so for every observer

Tellme your size first. Then I choosemy 𝑟.
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Why a small 𝑟helps [Zha16]

adversary’s
advantage 𝜀

𝑟 = 2𝜆
(in use)

≥ 𝜀/2

polynomial 𝑟
(inside the proof)

the reduction runs the adversary
and guesseswhich of the 𝑟
outputs it needs: rightw.p. 1/𝑟

𝑟 = 2𝜆: it breaks the assumption
with only≈ 𝜀/2𝜆: no contradiction
polynomial 𝑟: it breaks it with
≈ 𝜀/(2𝑟): a contradiction

Half the advantage, for a polynomial loss. A good trade.
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Applications

from a plain ELF

point obfuscationwith auxiliary input

leakage resilience

output-intractable hashing

[Zha16]

from variants of the definition

deterministic encryption

correlated-input password hashing

anamorphic-resistant encryption

[Zha19, ABG+26]

Every new application seems towant a new variant ofme.
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Prior constructions [Zha16, Zha19, FGK+10]

ELF𝑡1

ELF𝑡2

ELF𝑡3

ELF𝑡4

ELF𝑡5

storey 𝑖: an ELF safe only against running time 𝑡𝑖
its group size fixes its security: one storey per running time

combiner: the input passes through every storey
→ safe against every polynomial running time

why this hurts
each storey needs exponential DDH: only elliptic curves

☞∫
complicated, inefficient, and homomorphism is hard to expose

Every new variant ofmemeant rebuilding thewhole tower.

9



Prior constructions [Zha16, Zha19, FGK+10]

ELF𝑡1

ELF𝑡2

ELF𝑡3

ELF𝑡4

ELF𝑡5

storey 𝑖: an ELF safe only against running time 𝑡𝑖
its group size fixes its security: one storey per running time

combiner: the input passes through every storey
→ safe against every polynomial running time

why this hurts
each storey needs exponential DDH: only elliptic curves

☞∫
complicated, inefficient, and homomorphism is hard to expose

Every new variant ofmemeant rebuilding thewhole tower.

9



Prior constructions [Zha16, Zha19, FGK+10]

ELF𝑡1

ELF𝑡2

ELF𝑡3

ELF𝑡4

ELF𝑡5

storey 𝑖: an ELF safe only against running time 𝑡𝑖
its group size fixes its security: one storey per running time

combiner: the input passes through every storey
→ safe against every polynomial running time

why this hurts
each storey needs exponential DDH: only elliptic curves

☞∫
complicated, inefficient, and homomorphism is hard to expose

Every new variant ofmemeant rebuilding thewhole tower.

9



Prior constructions [Zha16, Zha19, FGK+10]

ELF𝑡1

ELF𝑡2

ELF𝑡3

ELF𝑡4

ELF𝑡5

storey 𝑖: an ELF safe only against running time 𝑡𝑖
its group size fixes its security: one storey per running time

combiner: the input passes through every storey
→ safe against every polynomial running time

why this hurts
each storey needs exponential DDH: only elliptic curves

☞∫
complicated, inefficient, and homomorphism is hard to expose

Every new variant ofmemeant rebuilding thewhole tower.

9



Prior constructions [Zha16, Zha19, FGK+10]

ELF𝑡1

ELF𝑡2

ELF𝑡3

ELF𝑡4

ELF𝑡5

storey 𝑖: an ELF safe only against running time 𝑡𝑖
its group size fixes its security: one storey per running time

combiner: the input passes through every storey
→ safe against every polynomial running time

why this hurts
each storey needs exponential DDH: only elliptic curves

☞∫
complicated, inefficient, and homomorphism is hard to expose

Every new variant ofmemeant rebuilding thewhole tower.

9



Prior constructions [Zha16, Zha19, FGK+10]

ELF𝑡1

ELF𝑡2

ELF𝑡3

ELF𝑡4

ELF𝑡5

storey 𝑖: an ELF safe only against running time 𝑡𝑖
its group size fixes its security: one storey per running time

combiner: the input passes through every storey
→ safe against every polynomial running time

why this hurts
each storey needs exponential DDH: only elliptic curves

☞∫
complicated, inefficient, and homomorphism is hard to expose

Every new variant ofmemeant rebuilding thewhole tower.

9



Our results

small-exponent discrete log

exponentially hard in the
exponent size only

DCR

polynomially hard

ELTDH

extremely lossy
trapdoor hashing

trapdoor ELF

versionswith
branches

plain ELF

many functions, a chosen
few lossy

Every variant ofme, in one go. No tower.
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assumption

Only one new assumption in this whole
talk. Here it is.



Small exponents [vOW96, PS98]

𝔾 = ⟨𝑔⟩: cyclic, 𝑔 public, size≥ 2𝜆 (ours, later: mod𝑁2,𝑁 an RSAmodulus)

exponents

0
1, 2,… , 𝛾

close together

𝑠 ↦ 𝑔𝑠

group elements

scattered everywhere

𝑔𝑠, 𝑠 ∈ [𝛾]

uniform

DSEDL: hard to tell apart once 𝛾 is large enough.

Close in the exponent, scattered in the group.
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Choosing 𝛾 after the observer [Sha71]

a fixed interval [𝛾], and an observerwith 𝑇 steps

𝛾
about𝑇2 exponents checked by

advantage about 𝑇2/𝛾: every fixed polynomial 𝛾 is broken

so choose 𝛾 ≥ 𝑄(𝑡, 𝛿) after the observer
now𝑇2/𝛾 < 1/𝛿

Generic attacks provably do no better; DSEDL assumes no attack does.

Shanks, 1971. Still the best attackwe know of here.
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Group size and exponent size

exponential DDH

log |𝔾| bits
attacksmust cost 2Ω(log |𝔾|); index calculus beats that, except on elliptic curves

tunable DSEDL

log𝛾 bits log |𝔾| bits
attacksmust cost 2Ω(log𝛾), about√𝛾; a large group stops index calculus

So it plausibly holdsmodulo𝑁2, and inmany other groups.

Tuning 𝛾 needs no new group. Goodbye, tower.
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construction

Two small changes to a known
construction. Watch closely.



Trapdoor hashing [DGI+19]

public hash key hk

hasher, input𝑥, randomness𝜌 evaluator, function𝑓
ℎ ← Hash(hk, 𝑥; 𝜌)

ℎ (ek, td) ← Gen(hk, 𝑓)

ek𝑒 ← Enc(ek, 𝑥; 𝜌) 𝑒′ ← Dec(td, ℎ)
𝑓(𝑥) = 𝑒 − 𝑒′ (the same 𝜌 inHash and Enc cancels out)

ℎ hides 𝑥, ek hides 𝑓; with td, (ℎ, 𝑒) gives 𝑓(𝑥).

Ahash that answers one question about its input.
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A trapdoor function inside

key (hk, ek), 𝑓 the identity, and 𝜌 = 0: same 𝑥, same output

𝑥 ℎ = Hash(hk, 𝑥)
𝑒 = Enc(ek, 𝑥) 𝐹(𝑥) = (ℎ, 𝑒)

𝑒 − Dec(td, ℎ) = 𝑥: injective, and td inverts it

missing: a lossymode, with few outputs (ℎ, 𝑒)
plain trapdoor hashing keepsmany outputs, because a repeat would leak𝑓:
pick𝑥, 𝑥′: 𝑓0(𝑥) = 𝑓0(𝑥′),𝑓1(𝑥) ≠ 𝑓1(𝑥′); equal (ℎ, 𝑒)⇒ ek encodes𝑓0, not𝑓1

ELTDH: setup takes 𝑟;≤ 𝑟 digests at 𝜌 = 0; 𝑟 ≥ 𝑄(𝑡, 𝛿) passes as full
15
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TheDamgård–Jurik group [Pai99, DJ01]

𝑁 = 𝑝𝑞with safe primes: 𝑝 = 2𝑝′ + 1 and 𝑞 = 2𝑞′ + 1, with 𝑝′, 𝑞′ prime

mod𝑁2we use products 𝑐 ⋅ exp(𝑥): a hard part times an easy part

hard part 𝑐 ∈ 𝔾𝑁
discrete log hard

easy part exp(𝑥)
discrete log easy

exp(𝑥) = 1 +𝑁𝑥
log(1 + 𝑁𝑥) = 𝑥

𝔾𝑁 = {𝑧2𝑁}: the squares of the𝑁-th residues, cyclic of order 𝑝′𝑞′
exp(𝑎 + 𝑏) = exp(𝑎) exp(𝑏): adding inℤ𝑁 becomesmultiplyingmod𝑁2

DCR: a randomhard part 𝑐 looks like a random 𝑐 ⋅ exp(𝑥)
somultiplying by a randomhard part hides any easy part exp(𝑦)

Safe primes: assumed plentiful. Infinitelymany? Still unproved.
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Distributed discrete log [RS21, OSY21]

multiplicative shares→ additive shares

holds 𝑐 ⋅ exp(𝑥) holds 𝑐
quotient: 𝑐 exp(𝑥)/𝑐 = exp(𝑥)

values 𝑒, 𝑒′ ∈ ℤ𝑁 with 𝑒 − 𝑒′ = 𝑥,
without talking

why: the hasherwill holdℎ𝜍 exp(𝑓(𝑥)) and the evaluatorℎ𝜍, so 𝑒 − 𝑒′ = 𝑓(𝑥)
the trick

let𝑤 ∶= 𝑐 mod 𝑁; as exp(𝑥) = 1 + 𝑁𝑥 ≡ 1, also 𝑐 ⋅ exp(𝑥) ≡ 𝑤 (mod 𝑁)
𝑐 ⋅ 𝑤−1 ≡ 1 (mod 𝑁), so it lies in 1 + 𝑁ℤ, where log is easy
DDLog(𝑐) ∶= log(𝑐𝑤−1), and log(𝑐𝑤−1 exp(𝑥)) = log(𝑐𝑤−1) + 𝑥

Multiplying by exp(𝑥) in the group becomes adding 𝑥 to the values.
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Trapdoor hashing fromgroups [DGI+19, RS21]

hash key 𝑔0, 𝑔1,… , 𝑔𝑑 digest ℎ = 𝑔𝜌0∏
𝑑
𝑖=1 𝑔

𝑥𝑖
𝑖

encoding key 𝐾𝑖 = and𝐾0 = 𝑔𝜍0𝑔𝜍𝑖 exp(𝑦𝑖) td = 𝜍

hasher ℎ𝜍 exp(⟨𝑥, 𝑦⟩)
DDLog

𝑒

evaluator ℎ𝜍
DDLog

𝑒′

the same

𝑒 − 𝑒′ = ⟨𝑥, 𝑦⟩

input 𝑥 ∈ ℤ𝑑𝑁, linear function 𝑓(𝑥) = ⟨𝑥, 𝑦⟩
𝐾𝜌
0 ∏𝑖 𝐾

𝑥𝑖
𝑖 = ℎ𝜍 exp(⟨𝑥, 𝑦⟩): the same 𝜌makes the hard partsmatch.

𝑔𝜌0 hides 𝑥 in ℎ; 𝑔𝜍𝑖 hides exp(𝑦𝑖) in ek (DCR).
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Theconstruction

what is hashed

𝑥𝑗
𝑥𝑗 ∈ ℤ𝑁

1 0 1 1 0 1 0 0

its𝑤 bits𝑥𝑗,𝑘 (𝑤 ≈ log𝑁)

and each 𝑦𝑗 becomes𝑤 coefficients

𝑦𝑗, 2𝑦𝑗, 4𝑦𝑗,… , 2𝑤−1𝑦𝑗

the bases

uniform 𝑔𝑖 = 𝑔𝑠𝑖, 𝑠𝑖 from [𝛾]

tunable DSEDL: a bounded observer cannot tell

Same answer:∑𝑘(2
𝑘𝑦𝑗) 𝑥𝑗,𝑘 = 𝑦𝑗∑𝑘 2

𝑘𝑥𝑗,𝑘 = 𝑦𝑗𝑥𝑗.
Whybits: the digest’s exponent∑𝑖 𝑠𝑖𝑥𝑖 is then a short sumof small values.
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Bounding the image

ℎ = ∏𝑛
𝑖=1 𝑔

𝑥𝑖
𝑖 = 𝑔∑𝑖 𝑠𝑖𝑥𝑖, 𝑛 = 𝑑𝑤 bits 𝑥𝑖, 𝑠𝑖 ≤ 𝛾, 𝜌 = 0 (as in the ELF)

0 𝑛𝛾

every digest is one of these: for every key, no assumption

With 𝛾 = ⌊(𝑟 − 1)/𝑛⌋: atmost 𝑛𝛾 + 1 ≤ 𝑟 digests.
𝑒 = 𝑓(𝑥) + Dec(td, ℎ): for each value of 𝑓(𝑥), atmost 𝑟 pairs (ℎ, 𝑒).

One knob, 𝛾, sets bothmy image size andmy security.
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Mode indistinguishability

injective ELF key

uniformbases

key for the identity

uniformbases

key for zero

lossy ELF key

small bases

key for zero

DCR

function privacy

tunable DSEDL

all bases at once

First hidewhich function ek encodes, then shrink the bases.

Ordermatters: with small bases, ekwould give the function away.
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applications

What does one hash function buy? Every
variant of me.



Trapdoor ELF

domain size𝑚: input 𝑢 ∈ {1,… ,𝑚} → 𝑥 = 𝑢 − 1 ∈ {0,… ,𝑚 − 1} ⊂ ℤ𝑁 → (ℎ, 𝑒)

injective

𝑥 = 𝑒 − Dec(td, ℎ)

lossy

≤ 𝑟

zero function: 𝑒 = Dec(td, ℎ), fixed byℎ

Key: 2𝑤 + 2 group elements (𝑤 ≈ bits of𝑁). Output: (ℎ, 𝑒).

One value inℤ𝑁 holdsmywhole input: no decoding bit by bit.
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Plain ELF

𝑛 bits ofᵆ − 1 1 0 1 1 0 1

bases 𝑔𝑗 = 𝑔𝑠𝑗 𝑔1 𝑔2 𝑔3 𝑔4 𝑔5 𝑔6𝑔1 𝑔3 𝑔4 𝑔6 → 𝑔1𝑔3𝑔4𝑔6
one group element

injective, 𝑠𝑗 uniform: collision⇒∑𝑗 𝑎𝑗𝑠𝑗 ≡ 0, 𝑎 ∈ {0,±1}𝑛 ∖ 0; prob.< 3𝑛/|𝔾|

lossy: 𝑠𝑗 ≤ 𝛾, so the output is 𝑔𝐴(ᵆ)with𝐴(𝑢) ∈ [0, 𝑛𝛾]

No trapdoor and noDCR: any groupwhere tunable DSEDL holds.

My lightest version: a key of 𝑛 group elements, an output of one.
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summary

Time to sum up. Here is what to take
home.



Summary

small
exponents

short
subset sums

small image
of chosen size

ELTDH

plain ELF trapdoor ELF versionswith
branches

Assumptions: tunable DSEDL andDCR.
The plain ELF needs only tunable DSEDL.

Nomore tower. Just one dial: the size of the exponents.
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Key size

trapdoor ELF [Zha19]

𝑛3+𝑜(1) group elements

ELF [Zha16]

Θ(𝑛2) group elements

our plain ELF
𝑛 group elements

Our trapdoor ELF: 2𝑤 + 2 group elements.

Drawn for 𝑛 = 4 input bits. The gap only grows from there.
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Thank you

Simple Extremely Lossy Functions from
Small-ExponentHashing

Damiano Abram, Agni Datta, ArchismanDutta,
Lawrence Roy

eprint.iacr.org/2026/2367

Questions? I’m all ears.

https://eprint.iacr.org/2026/2367


backup

Extra slides, in case you have questions.



Comparison

construction public key trapdoor output evaluation

ELF [Zha16] Θ(𝑛2)G+Θ(𝑛)H – 3𝑛 bits Θ(𝑛2)Op+Θ(𝑛) hashes
TELF [Zha19] 𝑛3+𝑜(1) G 𝑛3+𝑜(1) F 𝑛3/2+𝑜(1) G 𝑛3+𝑜(1) Op

plain ELF 𝑛G – 1 G 𝑂(𝑛)Op
trapdoor ELF (2𝑤 + 2)G 1 E 1 G + 1 R 𝑂(𝑛)Op

G, F, E, R, H: group, field, exponent, residue and hash units; Op: group
operations;𝑤: padded bit length of𝑁.
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Lower bound on the image size

the repeat test

Sample 𝑘 inputs; accept if they are distinct but two outputs agree.
– injective function: acceptswith probability 0;
– image of size atmost 𝑟: acceptswith probability at least
1 − exp( − 𝑘(𝑘−1)

2𝑟
) − 𝑘(𝑘−1)

2𝑚
.

If no 𝑘-query algorithmhas advantage above 1/𝛿 (with 𝛿 ≥ 3,𝑚 ≥ 𝛿𝑘(𝑘 − 1)),
then

𝑟 ≥ 𝑘(𝑘 − 1)
2 ln(1/(1 − 3/(2𝛿)))

≥ (2𝛿 − 3)𝑘(𝑘 − 1)
6 ≥ 𝛿𝑘2

12 .

For any ELF,𝑄(𝑛) ≥ 𝛿(𝑛)𝑘(𝑛)2/24, with 𝑘(𝑛) the evaluations a size-𝑡(𝑛)
observer canmake.
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Generic-group evidence

upper bound

A generic algorithmmaking𝑇 queries, given 𝑑 powers, has advantage atmost

(𝑇+𝑑+12 )( 1
𝛾
+ 2

𝜋𝑞
), where𝜋𝑞 is the smallest prime factor of the group order 𝑞.

Composite order is allowed.

matching attacks

Baby-step giant-step: 2⌈√𝛾⌉ + 1 queries, advantage 1 − 𝛾/𝑞. A truncated grid

with𝑇 queries gets at least𝑇2/(8𝛾) if 𝛾 ≤ 𝑞/2: the dependence on𝑇 is tight for
one challenge.

preprocessing

With polynomiallymany bits 𝑆 of preprocessing on the encoding, a polynomial
interval still suffices.
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Listing the lossy image

a prefix dynamic program

Walk the bits of𝑚− 1 from the top. Keep two sets of partial products:

– 𝐸: the prefix equal to that of𝑚− 1;
– 𝐿: all smaller prefixes.

Each partial product is determined by a partial sum in [0, 𝑛𝛾], so
|𝐸| + |𝐿| ≤ 𝑟 + 1 throughout.

The image is listed exactly from the public key and 𝑟, in time poly(𝑟, log𝑚); for
the plain ELFwith𝑂(𝑛𝑟) groupmultiplications. A uniform element of the list is
a uniform element of the image.
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The full construction

setup at image size 𝑟
– sample (𝑁, 𝑔); on failure, a fixed fallback

key hk⊥
– full 𝑟: 𝑔0 and all 𝑔𝑗,𝑘 uniform in𝔾𝑁 (any

failed sample: hk⊥)

– else ̄𝑟 = min{𝑟, 2𝜆}, 𝛾 = ⌊( ̄𝑟 − 1)/(𝑑𝑤)⌋;
𝑔0 = 𝑔𝑠0, 𝑔𝑗,𝑘 = 𝑔𝑠𝑗,𝑘, 𝑠’s from [𝛾] (all 1 if
𝛾 = 0)

hash

– ℎ = 𝑔𝜌
′

0 ∏𝑗,𝑘 𝑔
𝑥𝑗,𝑘
𝑗,𝑘 , 𝜌′ the first

𝐿exp = ⌈log2𝑁⌉ + 𝜆 bits of the tape

generate, encode, decode

– 𝜍 from [0..2𝐿exp − 1],𝐾0 = 𝑔𝜍0 ,
𝐾𝑗,𝑘 = 𝑔𝜍𝑗,𝑘 exp(2

𝑘𝑎𝑗)

– 𝑒 = DDLog𝑁(𝐾
𝜌′
0 ∏𝐾

𝑥𝑗,𝑘
𝑗,𝑘 )

– 𝑒′ = DDLog𝑁(ℎ
𝜍), so 𝑒 − 𝑒′ = ∑𝑗 𝑎𝑗𝑥𝑗

input privacy

– at full 𝑟, if 𝑔0 generates𝔾𝑁 : 𝑔
𝜌′
0 is within

2−𝜆−2 of uniform
– total distance atmost 2−𝜆−1 + 2−ℓ(𝜆)+4
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